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Abstract—Visual content has become an important component
of the web. In many cases, visual content is mixed with other
modalities (e.g. text) that can be exploited to extract information
and knowledge. This paper presents a strategy for mining
multimodal visual content. The strategy encompasses two main
components: a rich representation of the multimodal objects and
a model for automatically annotating unannotated images. The
proposed method has two distinguishing characteristics: it uses
a bag-of-features representation for images and a non-negative
matrix factorization algorithm to build a latent representation.

I. INTRODUCTION

Most of the effort on web-content mining has concentrated
on textual (and hyper-textual) data. However, visual informa-
tion is an important component of the web content nowadays.
In particular, the advent of the Web 2.0, has been accompanied
by an explosion of multimedia content.

Specialized sites, such as Flickr and Picasa, host billions of
pictures uploaded by users. Other types of sites that allow
users to upload visual content include: social networking
sites, such as Facebook and MySpace, community-generated
content, such as Wikipedia, and individual-generated content,
such as Blogger and Twitter.

Visual content on the Web, when mixed with other modali-
ties, is a rich source of information and knowledge. Extracting
this knowledge poses a challenging problem, where data
mining tools could be useful. In particular, data mining tools
have been successfully applied in tasks such as categorization,
annotation and retrieval of web images.

To access and organize large image collections on the web,
reliable metadata that describes semantic image content is
needed. This metadata can be obtained from manually assigned
annotations, based on free labels or ontology based categories
[22], but due to the very large size of web image collec-
tions this approach is often infeasible. Assigning automatic
annotations to images has been proposed to link visual image
features to semantic categories [13], [7]. However, statistical
methods based only on visual content analysis are generally
unsatisfying [1], mainly due to the noisy nature of web image
collections.

One of the main challenges of mining visual data is that, in
general, it requires to extract, represent and, ideally, understand
the content of each image. This is in in fact the main
problem of computer vision. This problem has been solved for
particular, controlled domains. However for arbitrary domains

with visual data as in the case of visual web content, it
remains largely unsolved. However, visual web content has
an interesting property that could help the development of
visual-content mining algorithms: multimodality. Web pages
usually integrate more than one type of content (modalities).
For instance, images are frequently accompanied by other
types of content, both structured (e.g. tags) and unstructured
(e.g. free text).

Multimodality may be exploited by data mining algorithms
to find intra- and inter-modality patterns. For instance, image
tags can be used as labels in a supervised learning frame-
work. Nevertheless, accompanying structured content is the
exception rather than the norm. In many cases, images are
accompanied by semi-structured and unstructured text content.
The challenge is then how to use this unstructured textual
content to improve the performance of visual web content
mining algorithms.

Our paper proposes a strategy for representing both visual
and textual content in a common latent space. The latent
representation promises to be very powerful and allows us
to address simultaneously three important problems:

1) It provides a joint visual-textual representation
2) It generates a categorization of the multimodal objects

(non-supervised learning)
3) It generates a classifier model for automatically anno-

tating new images (supervised learning)
The latent space is induced using a Non-negative Matrix
Factorization (NMF) algorithm on a term-document matrix
that encompasses both textual and visual information. As a
result, a multimodal latent semantic space is built, in which
images are represented integrating visual-features and text-
terms. Following this property, the system does not translate
from one modality to the other, but rather generates a semantic
space in which visual patterns and text terms are represented
together.

The proposed approach was evaluated using a recently
released image collection, MIRFlickr-25000. It encompasses
both visual content and textual annotations. The collection is
composed of 25000 photographs retrieved from Flickr, that
come with user-supplied Flickr tags as well as the EXIF
metadata. Moreover, manual image annotations on the entire
collection is provided.

The evaluation concentrates on assessing the ability of the
method to perform both multimodal clustering and automatic
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image annotation. The paper is organized as follows: Section
2 presents a brief review of related work; Section 3 presents
the details of the proposed method; Section 4 describes the
experimental design and presents the results with the corre-
sponding discussion; finally, in Section 5, the conclusions and
future work are presented.

II. RELATED WORK

The availability of associated metadata information in muli-
media collections has motivated a lot of works to exploit mul-
timodal fusion to complement the mining tasks traditionally
based on raw content of files only. Many applications of image
and video retrieval are trying to enhance the performance of
their systems using this additional diverse data to overcome
the inaccuracy of basic retrieval based on visual content only.
Particularly in image retrieval, many annotated data sets have
been assembled during the last years to study the relationship
between pictures and words for image auto-annotation and
retrieval tasks [5]. Early approaches were based on direct
visual matching between query image and training images,
then the annotation of the most visually similar images are
picked based on their counts. However the intrinsic lack of
semantics of visual features would cause the system to produce
poor results, and the potential contribution of text annota-
tions is completely ignored. Makdaia et al. [19] proposed
baseline methods for annotation to be used as reference for
other algorithms. These methods features several combinations
of distance measures and rely on visual content only. The
annotation method that they proposed relies on a nearest
neighbor scheme, where annotations from most similar images
are counted and the most frequent are returned as proposed
annotation for the query images. Our work follows the same
annotation extraction method, however our method of query
images matching with reference images relies on semantic
features rather than visual ones.

The construction of semantic spaces using Latent Semantic
Indexing (LSI) has also been investigated. Hare et al. [10]
proposed a linear algebraic technique based on Singular Value
Decomposition (SVD) to learn a semantic space for image
features and textual descriptions. This method is a multimodal
extension of LSI for image retrieval that results in a semantic
space suitable for image search. The framework has been
evaluated for automatic image annotation and image retrieval
using keyword-based queries. This work has been extended by
Hare et al. in [11] to address the inverse problem where the
query is an unannotated image and the retrieval result is a list
of potential annotation words. The same SVD-based method
was used to project both visual terms and annotation keywords
of the training images in a unique semantic space. The image
to be annotated is then projected in this semantic space. It is
then possible to compute distances between the image query
and the keywords in this semantic space and to report the top
similar ones as the annotation. However in that work as well
as in a more recent one [9], only the visual content of the
images is exploited while the MIRFlickr dataset also provides
textual data in the form of tags and comments given by users to

the images. This unstructured text forms an additional textual
information that can be exploited within the LSI concept to
improve the retrieval and auto annotation performances.

Semantic analysis based on probabilistic models has also
been proposed by Monay and Gatica-Perez [20]. They used
a Probabilistic Latent Semantic Analysis (PLSA) model in an
symmetric way to learn a mixture of latent aspects that gener-
ates both visual features and text captions. By investigating the
contribution of each modality for the learning of the semantic
space, they found out that the text modality is more appropriate
to generate a meaningful latent space that leads to an improved
system performance. In a previous work [8], we extended the
work of Monay and Gatica-Perez in three different ways. First,
we used NMF for the construction of the semantic space.
Although NMF and PLSA have been shown to optimize the
same objective function, Ding et al. [6] emphasize the fact
that they are different algorithms and converge to different
solutions. PLSA deals with data from a statistical viewpoint,
using Maximum Likelihood estimation to find an approximate
latent representation, while NMF models data from a sub-
space viewpoint, and can use various objective functions to
approximate the matrix decomposition. Second, taking advan-
tage of the matrix-based notation used to denote NMF, we
presented a formal matrix decomposition for the asymmetric
learning approach, that clearly showed the advantages of this
model. Finally, we evaluated the resulting semantic space
using the QBE paradigm, which aims to verify that the
indexing method is able to effectively match visual content
in the multimodal index. We build on this contribution in the
present work by exploring two other aspects. First we test
the NMF constructed semantic space for the auto-annotation
task. Second, we evaluate the performance of our system on a
more realistic dataset in term of contents, size and with noisy
metadata information. Annotation of the MIRFlickr dataset is
proposed for example in [24]. They used a more elaborated
weighted nearest neighbor method to assign annotations, but
with a basic association of visual features and tag features,
rather than building a unique semantic space. Although NMF
algorithms have been previously used for image representation
and image retrieval [4], [18], [17], our contribution explores
another advantage of matrix factorization which consists of
mapping different data modalities to a common space. Liang
et al. [17] for instance used a supervised NMF algorithm to
index images using visual features only. That algorithm aims
to choose the starting points of the factorization using domain
knowledge by fixing the semantic space basis with images
from all different classes. Those works are different from ours
since they are focused only on visual features either for image
coding or image indexing rather than exploiting multimodal
interactions between text annotations and visual features.

III. MULTIMODAL CONTENT MINING BASED ON NMF

The proposed approach is based on a latent factor represen-
tation of the multimodal data. The data is represented by a
term-document matrix, using a vocabulary that combines both
visual and text terms. The term-document matrix is factored
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using NMF. The NMF algorithm finds a basis that is able
to represent the high-dimensional visual/textual data using a
compact set of vectors, effectively inducing a low-dimensional
representation of the multimodal data (the latent space). The
vectors of the basis represent clusters of multimodal objects.
The use of NMF instead of other dimensionality reduction or
transformation techniques is very beneficial since the basis
generated by other algorithms, such as SVD, cannot, in
general, be interpreted as cluster prototypes. The vectors of
the basis generated by NMF are not necessarily mutually
orthogonal. Their direction will be centered at the clusters
so that these vectors can be interpreted as cluster prototypes.
Moreover, the documents projections on the basis vectors have
only non negative values corresponding to the membership
values of a given document with respect to each cluster. These
two properties of NMF make it superior to SVD when it comes
to documents clustering [25]. A third advantage of NMF is
the computational efficiency since the matrix multiplication-
based update equations [16] can be efficiently implemented for
large and sparse matrices as in the case of the bag of words
features used in this work. This is a critical point for mining
web-scale datasets. Finally, the basis vectors can be used to
find associated textual annotations for new unannotated images
by matching them with annotated images and then pick the
annotation words that appear the most frequently.

A. Multimodal content representation

The text content of a multimodal object is represented using
a bag-of-words, which is the most common representation
scheme in text-mining and information retrieval. Visual data
can be represented in a multitude of ways. However, since we
are dealing with multimodal objects, we chose to use similar
representation schemes for both text and images.

In particular, the visual content is represented using a
bag of features. That is an orderless distribution of image
features, based on a predefined dictionary of visual patterns,
which is used to account for the occurrence of each pattern
in the images. The bag of features is constructed using a
training set of images that are split in sub-blocks of 8×8
pixels. A DCT (Discrete Cosine Transform) descriptor [11]
is calculated for each sub-block, to represent the associated
visual patterns using rotation invariant properties. Then, all
blocks extracted from the training images are clustered to
identify k centroids, and in that way, build a reference dic-
tionary of visual patterns adapted to the image collection.
New images are processed in the same way to extract sub-
blocks and identify the corresponding dictionary element, and
finally, build a histogram of visual patterns occurrences. This
scheme has been recently used for some computer vision tasks,
including image categorization and object recognition [2].

The data is represented by a contingency matrix X(n+m)×l ,
where n is the visual-vocabulary size, m is the text-vocabulary
size and l is the number of training multimodal objects. The
value Xi,j indicates the number of times that the term i
appears in the object j. If 1 ≤ i ≤ n, the term is a visual
word, otherwise it is a text word.

B. Non-negative Matrix Factorization

The general problem of matrix factorization is to decompose
a matrix X into two matrix factors A and B:

Xn×l = An×rBr×l (1)

This could be accomplished by different methods. One
of those is singular value decomposition (SVD). In that
case X = UΣV , so A = UΣ

1
2 and B = Σ

1
2V .

This type of factorization may be used to do latent semantic
analysis (LSA). In this case, X is a term-document matrix.
The columns of A can be interpreted as the elements of a
basis for the latent space, which is r-dimensional. The columns
of B are the codifying vectors, i.e., they correspond to the
representation of the documents in the latent space. In the case
of NMF the basis vectors and codifying vectors are forced to
have positive entries only.

There are different ways to find a NMF [16], the most
obvious one is to minimize:

||X −AB||2 (2)

An alternative objective function is:

D(X|AB) =
∑
ij

(
Xij log

Xij

(AB)ij
−Xij + (AB)ij

)
(3)

In both cases, the constraint is A,B ≥ 0 .
Both objective functions are not convex, so there is not a

straightforward algorithm that guarantees finding the global
optimum. A gradient-descent technique could still be applied
however. For instance, Lee and Seung [15], [16] proposed an
iterative algorithm using recursive updating rules for A and
B that have a good compromise between speed and ease of
implementation.

NMF has been used to address different problems in com-
puter vision [15], machine learning [3], [6] and text-mining
[25], among others. Recently however, it has received even
more considerable attention thanks to its successful application
to building a recommender system based on collaborative
filtering that finally won the NetFlix prize [14] . The key
characteristic of the winning approach is that it uses a common
representation space for both users and movies induced by
NMF. In this work, we apply a similar idea to represent visual-
text multimodal web data: NMF is used to find a factorization
of the contingency matrix: X(n+m)×l = W(n+m)×rHr×l . W
is the basis of the latent space where each multimodal object
is represented by a linear combination of the r columns of W .
The corresponding coefficients of the combination are codified
in the columns of H . Hence, the columns of this matrix can
be regarded as the degree of membership of the document to
each cluster represented by its prototype in the columns of W .

C. Multimodal Content Clustering

As was shown in [25], each column of W corresponds
to a cluster of the original objects, and each column of H
corresponds to an object represented in the latent space. In
the context of multimodal content mining, the NMF is helpful
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to build the semantic space that will capture information from
both the visual data and the text data to group images that
are similar in concept. If features are based only on visual
data then images will be clustered based on their visual
content similarity which is not necessarily corresponding to
a similarity in content. Textual content, extracted from the
image’s caption, tags or short description given by users,
contains valuable information about what it represents. Hence
the idea of combining both modalities in order to improve the
bridging of the semantic gap. This is achieved by constructing
the multimodal matrix X = [XT

v XT
t ]T . Then, the matrix is

decomposed using NMF as follows:

X(n+m)×l = W(n+m)×rHr×l (4)

Since for each image i, its corresponding column in the
matrix H gives the value of membership H(k, i) to the cluster
k ∈ {1..r}, the label L(i) associated to each image is found
using:

L(i) = argmax
1≤k≤r

H(k, i) (5)

By varying the number of clusters r and evaluating the perfor-
mance of the assignment, we can determine the best number
of semantic factors underlying in the images collection.

D. Mixed NMF Multimodal Image Annotation

This strategy consists of constructing a multimodal training
matrix associated to the ground truth annotations of the
training images. X = [XT

v XT
t ]T with Xv:n×l and Xt:m×l

containing respectively the visual and the textual features.
Then, the matrix is decomposed using NMF as follows:

X(n+m)×l = W(n+m)×rHr×l (6)

where W is the basis of the latent space in which each
multimodal object is represented by a linear combination of
the r columns of W .

The next required step for image annotation is to manage
unannotated objects that have partial information, i.e. images
without associated text content. The l′ unannotated images
with only visual information are represented by the matrix
Yv:n×l′ . This query set is mapped to the latent space by finding
Hv:r×l′ > 0 that satisfy the following equation:

Yv = WvHv, (7)

where Wv:n×r is a trimmed version of W that includes only
visual features and does not include the rows corresponding
to text terms. This equation is solved by applying a modified
version of the NMF algorithm that only updates H keeping W
unchanged. This strategy allows us to map both multimodal
and unimodal objects to the same latent space, enabling
the system to index images without text content and most
importantly to annotate images using visual queries only in a
collection composed of images and text. The coefficients in a
column of H can be interpreted as the degree of membership

of the image to each one of the clusters represented by the
columns of Wv , which are in direct correspondence with the
multimodal clusters represented by the columns of W . On the
other hand, these columns expresse the contribution of each
feature to the cluster. Hence, to find the annotations words that
best describe an unannotated image, we first need to compute
the test - training images similarity matrix as follows:

Zl′×l = HT
v H (8)

where H is the representation of the training images in the
semantic space that was extracted in the first step. To output
annotation words to the query images, we compute their counts
in the set of most similar training images. Then the annotation
words are ranked according to their counts. This step is similar
to what has been proposed in other work ([19], [24]) and
is useful here to assess the benefit from using the NMF
latent space construction compared to other multimodal based
methods.

E. Asymmetric Image Annotation

The previous strategy decomposes the multimodal infor-
mation by giving equal importance to visual features and
text terms. However, based on the results from our previous
work on multimodal content mining [8], and as it has been
consistently reported in the literature [20], text descriptions
provide a more reliable information source, to extract semantic
information for image retrieval, than visual features. Evidence
of this fact can be observed in different image retrieval
challenges that provide data sets with images and text de-
scriptions, and final polling shows a dominant position of text-
based approaches [23], [21]. Thus, we present an asymmetric
algorithm for the construction of the latent semantic space that
first derives a semantic image representation from text data and
ground truth annotation words, and then follows an adaptation
of the visual representation to fit the already built semantic
one.

The algorithm has two main steps to construct the semantic
space:

1) Building a semantic image representation: This step
applies the NMF algorithm to the text matrix Xt to
decompose the data as follows:

Xt:m×l = Wt:m×rHt:r×l (9)

In this case, the matrix Wt contains the vectors of a basis
in which text terms are correlated in r latent semantic
topics. After this step, the semantic representation for
all images in the data set is codified in the matrix Ht.

2) Adapting the latent space basis: To allow the codifica-
tion of images without text descriptions, the construction
of a basis for visual features is adapted to match the
previously obtained semantic representation. That is, to
find a matrix Wv:n×l which spans the semantic space
using visual features instead of text terms. This is
accomplished by running a modified version of the NMF
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algorithm, which updates W while H is set to be fixed.
Then, the latent semantic space is expanded by:

Xv:n×l = Wv:n×rHt:r×l (10)

3) Projecting the query on the semantic space: Similarly
to the mixed NMF strategy described previously, the
query images are projected on the semantic space using
the multimodal basis that was constructed in two steps.
Depending on the content of the query, the matrix
W is trimmed from its textual terms features if the
queries have only visual information, leading to the same
equation as 7.

4) Assigning annotation words The ranked list of annota-
tion words is defined using the same strategy described
in the previous section, using the same equation (i.e. 8)
to compute the query image - training image similarity
matrix, then by retrieving the annotation words based on
their frequency in the set of top similar images.

F. SVD-based Multimodal annotation

We describe in this section the baseline method against
which we compare our results. The SVD decomposition can be
used to build a latent semantic space by projecting both visual
and textual data onto the same space. The selected number of
largest singular values to keep defines the dimension of the
latent space and the approximation level of the factorization
results. Just like for NMF, this number should also be close
to the intrinsic dimension of the latent space so that the
decomposition can be accurate. The steps for using SVD for
multimodal annotation are the following:

The multimodal matrix X(n+m)×l is now decomposed as:

X = UΣV T (11)

where U is a (n + m) × l matrix with the Eigenvectors of
the co-occurrence matrix XXT , V is a l × l matrix with the
Eigenvectors of the Gram matrix XTX , and Σ is a (n+m)×l
diagonal matrix with the Eigenvalues of the decomposition.
In addition, U and V are orthonormal matrices that meet the
property UUT = V V T = V TV = I, where I is the identity
matrix.

Now, assuming that X has r independent terms, it can be
shown that the best rank-r approximation to X , in the least-
squares sense, is given by Xr = UrΣrV

T
r where the first r

Eigenvalues in Σ are preserved while the rest are set to zero.
Practically, r corresponds to the intrinsic dimension of the
latent space representing the original multimodal data, and
several values are evaluated to find the one that gives the
best performance. Using this low-rank approximation to X ,
the base of the semantic space is obtained by W = Ur and
the semantic image representation is H = ΣrV

T
r . Finally, to

compute the projection on the semantic space of an image
y ∈ Rn that does not have text annotations, it is projected on
the latent space using a trimmed version Uv of the basis Ur

where only the visual features are considered:

h = UT
v y (12)

Figure 1. Clustering the MIRFlick dataset using multimodal content and
NMF

where h stands for the semantic image representation. The
annotation words are then extracted using the same strategy
adopted for NMF based multimodal annotation.

IV. EXPERIMENTAL EVALUATION

A. Data set

In this evaluation, we used the MIRFlickr-25000 image
dataset [12] which is composed of 25,000 photographs manu-
ally annotated from a codebook of 38 words. The annotation
vector has binary elements indicating whether the photo can
be described by the term or not. These are considered as a high
level textual description. The dataset comes also with the flickr
tags given by the service users, which is free text that describes
for example the location, the people represented, the subject,
etc. Non relevant words are frequent in this description, for
example words related to technical aspect (camera and lens
used) or misleading terms (image taken from a car but not rep-
resenting a car). This content is considered as low level, noisy
textual data. After preprocessing of this low level content, a
2105-word dictionary is defined based on the most frequent
terms. The frequency of the appearance of each term in the
photo description forms the textual features of the images. The
use of this dataset allows the comparison of different strategies
since it is becoming the new de facto benchmark in automatic
image annotation and retrieval research during the last years.
In addition, standard evaluation procedures are proposed to
make the results of different methods comparable [9].

Concerning the visual content representation, the size of the
visual dictionary was set to 1000. The feature vector for each
image is normalized to have norm `2 = 1, and the matrix Xv is
composed with all these vectors. Similarly, the textual content
is formed by a vector in R2105 for each image, in which the
j-th position indicates the count of this term used in the image
description. This vector is normalized to have norm `2 = 1
and the matrix Xt is then composed of the textual vectors
of all images in the database. Notice that by normalizing both
visual feature vectors and text feature vectors to have the same
norm, the same importance is assigned for both information
modalities during the multimodal analysis.
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Figure 2. Annotation performance of SVD and mixed NMF using visual
content only

Figure 3. Performance of annotation strategies using visual and textual
content, and evaluating different sizes of the latent semantic space.

B. Clustering performance evaluation

We investigated the behavior of different variables that may
influence the system’s performance using the proposed ap-
proach. In this section, we evaluate the NMF performance for
clustering all the 25000 images in the dataset using different
content representation: visual only (1000 features), low level
textual only (2105 features), then we apply `2 normalization
for each type of content and we concatenate them in a single
feature vector (3105 features). The objective is to evaluate the
NMF algorithm’s ability to associate images that are similar in
topics rather than visual content based on different modalities
of features.

The evaluation metric we used in this experiment is the
mean of pairwise similarity of images assigned to the same
cluster. The high level textual content (which is the ground
truth annotations) is used for the evaluation process only: the
similarity between two images is defined as the cosine simi-
larity between their annotation word vectors. Hence we ensure
that the similarity is assessed based on the topics represented
in the image, not from their visual content similarity. The
assignment generated by the NMF algorithm is determined
as described in equation 5. The overall performance of the
clustering is computed by first taking the average of pairwise
similarities between the images assigned to the same cluster
in order to obtain the average similarity within each cluster.

Then we take the average among all clusters. Since the NMF
does not provide a global optimum and is dependent on
the initialization step, the average results over 10 runs are
extracted. In addition, to make the NMF convergence faster,
we use the Kmeans algorithm to find an initial guess of the
factorization matrices. (see [6]).

Figure 1 shows a comparison of the mean of average
similarities within clusters for different values of the number
of clusters k and for three categories of content: visual only,
textual only, then both combined. We notice that the low
level textual data are more informative than the visual data
concerning the clustering of images according to topics. In
addition, combining both enhances the clustering performance
which is an indication that the multimodal approach is more
relevant to mining image collections when associated textual
content is available. The best performance is reached at k = 50
which could be an indication of the best number of clusters for
this dataset. However, other validation criteria should be used
to confirm this number. But since this work focuses more on
annotation than on clustering, we leave this part for a future
work.

C. Image annotation evaluation

In order to evaluate the benefits of using the NMF method
for image annotation, we use the following experimental setup:
we split the dataset to a training set of 10000 images and a
test set of 10000 images. All 38 annotation words are used
(relevant and potential). A remaining set of 5000 images is
used to validate the parameters selection: dimension of the
latent space and size of nearest neighborhood of similar images
in which annotation words are counted. The evaluation of the
system is carried out using the Mean Average Precision (MAP)
and precision-recall curves.

The first step is to compare the SVD and the NMF generated
latent spaces for annotation based on visual content only
(figure 2). We notice that both methods perform similarly in
terms of MAP, however NMF needs less factors to achieve
the same results, which can be considered to be an important
advantage if the computational time is a concern. In fact, the
smaller is the dimensionality of the semantic space, the more
efficient the NMF algorithm will be. In these experiments, the
training and testing set have a size of a few thousands, but the
web-scale sizes are more around hundreds of thousands and
millions. It is then critical to select the more scalable algorithm
which is NMF in that case.

The construction of the multimodal index is evaluated using
three strategies, NMF-mixed, NMF-asymmetric and SVD. The
main parameter in the proposed model is the size of the
semantic space, in which visual features and text terms will
be modeled. This parameter was varied from 10 to 200. The
maximum allowed number of dimensions is equal to the total
number of features of the dataset, which is 3105 in the case of
multimodal content. However we noticed that beyond 200, the
performance of the system keep decreasing and reporting the
results is no longer relevant. In fact, this behavior was expected
since the clustering experiment showed that the optimal size
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Query 1 Query 2

Annotations generated using
only visual content for

training

’male’ ’people’ ’structures’ ’people r1’
’male r1’ ’female’ ’sky’ ’transport’

’animals’ ’car’

’plant life’ ’structures’ ’animals’ ’tree’
’flower’ ’transport’ ’water’ ’male’ ’people’

’dog’
Annotations generated using

visual and textual content
for training

’plant life’ ’flower’ ’flower r1’ ’indoor’
’sky’ ’structures’ ’people’ ’animals’

’female’ ’female r1’

’plant life’ ’tree’ ’sky’ ’tree r1’ ’structures’
’water’ ’river’ ’clouds’ ’lake’ ’sea’

Ground truth annotation ’female’ ’flower’ ’flower r1’ ’people’
’plant life’ ’structures’

’clouds’ ’plant life’ ’river’ ’river r1’ ’sky’
’tree’ ’water’

Figure 4. Illustration of the generated annotations using visual content versus using multimodal content for training. In both cases, only visual content is
used during testing, i.e., query images do not have associated text.

Table I
OPTIMAL DIMENSIONALITY OF THE LATENT SEMANTIC SPACE FOR

DIFFERENT MODELS

Strategy Opt. Dim. MAP
SVD 100 0.5617

NMF-Mixed 40 0.5775
NMF-asymmetric 50 0.6215

of the semantic space in which images are compared is around
50. We compare the MAP values of the three strategies with
respect to the dimension of the semantic space (figure 3). Due
to the random initialization of the NMF algorithm, we ran
10 experiments on the training and validation sets and report
the average value. The best dimensionality for each model
is presented in table I, where it can be observed that no
model needs more than 100 dimensions to approximate the
optimal semantic space dimensionality. We also notice that,
similarly to the visual content based annotation, NMF requires
fewer dimensions for the semantic space to achieve higher
performance. This reflects the ability of the NMF to better
adapt the basis vectors to the data, while SVD’s computed
basis is constrained by orthogonality.

It can also be observed that NMF-asymmetric provides the
better response in terms of MAP. Besides, according to the
plots in figure 3, the performance of NMF-asymmetric reaches
a MAP equal to 0.62 with the dimension of the latent space
between 40 and 50. We thus validate the fact that by giving
more importance to the textual content, we can improve the
system’s performance compared to using both modality with
the same weight.

We show in figure 4 two examples to illustrate how the
system’s performance improves when adding the textual infor-
mation. The top 10 annotation terms generated using the mixed
NMF strategy and only visual content during the training phase
are shown first. Then we show the top 10 annotation terms
generated by asymmetric NMF, that use both visual and low
level textual data for training. We notice that in the second
case, the quality of the annotation improves both in terms

Figure 5. Precision - Recall curves for some annotation terms

of rank and recall. We precise that actual annotation of the
MIRFlickr dataset are categorized into relevant (followed by
the r in their label) when they clearly describe the image,
and potential when they are possibly relevant to the image.
This categorization of relevance makes sense as we can see
in the first query example. The subject in the picture is a
female but since she is not fully present in the image, the
annotation cannot be totally relevant, hence the use of the
potential version. Figure 5 shows interpolated precision recall
curves for some annotation words and the average for all
of them. We see that some topics are detected better than
others and that relevant annotations are not necessarily better
retrieved.

V. CONCLUSION

This paper presented a methodology for performing au-
tomatic annotation on a set of images from the MIRFlickr
dataset using the non negative matrix factorization as a method
to create a latent semantic space where data of different
modalities can be associated to create a synergy. The objective
of implementing this methodology is to show the effectiveness
of NMF over SVD in generating the latent factors that map
the visual and textual content of the images in order to reduce
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the semantic ambiguity of the visual content. We have first
shown that the NMF method is capable of creating the synergy
from the multimodal content. The clustering quality using both
visual and textual content improved based on the semantic
similarities between the images. Experimental results have also
shown that the construction of a multimodal latent semantic
space for visual image annotation using NMF provides a
highly improved response compared to the semantic space
constructed by SVD. Since we have experimentally found that
textual data is more reliable in retrieving the topics of images,
we introduced the asymmetric NMF method that assigns more
importance to textual data. This was achieved by constructing
a latent space using textual features first and then adapting
the basis of the visual descriptors to span this semantic space.
This can be seen as an enforcement of visual patterns to
be organized according to the text semantics. The proposed
method is highly effective in associating the available text to
a visual description in order to link it to topics.

The textual information used in this work was based on the
flickr tags assigned by users. This text was found to be highly
unstructured and to contain many noisy terms. It would be
interesting to evaluate how the system’s performance could
improve by using a better pre-processed textual information.
There are other interesting avenues to continue the proposed
multimodal content mining. Firstly, it would be interesting
to perform a direct annotation task using the semantic space
basis learnt during training instead of using the nearest neigh-
bor approach. Secondly, clustering can be exploited to learn
weighted relationships between topics and features to build
latent factors more associated to topics. Thirdly there are other
visual features such as the color-SIFT features that were shown
to be more effective than DCT-based features. Testing our
system using these features will be among our future work.
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